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Abstract

Supply chain operations traditionally involve a variety of complex decision making prob-
lems. Over the last few decades, supply chains greatly benefited from advances in computa-
tion, which allowed the transition from manual processing to automation and cost-effective
optimization. Nonetheless, business operators still need to spend substantial efforts in ex-
plaining and interpreting the optimization outcomes to stakeholders. Motivated by the
recent advances in Large Language Models (LLMs), we study how this disruptive technol-
ogy can help bridge the gap between supply chain automation and human comprehension
and trust thereof. We design OptiGuide – a framework that accepts as input queries in
plain text, and outputs insights about the underlying optimization outcomes. Our frame-
work does not forgo the state-of-the-art combinatorial optimization technology, but rather
leverages it to quantitatively answer what-if scenarios (e.g., how would the cost change if we
used supplier B instead of supplier A for a given demand?). Importantly, our design does
not require sending proprietary data over to LLMs, which can be a privacy concern in some
circumstances. We demonstrate the effectiveness of our framework on a real server place-
ment scenario within Microsoft’s cloud supply chain. Along the way, we develop a general
evaluation benchmark, which can be used to evaluate the accuracy of the LLM output in
other scenarios.

1 Introduction

Modern supply chains are complex, containing multiple tiers of suppliers, customers, and service
providers [1]. Optimization tools have been widely utilized for decision making in such supply
chains. These tools not only automate some of the decision making processes, but also result
in efficiency gains and substantial cost reductions across many industries [2]. However, some of
the automated processes require involving business operators, for understanding and explaining
certain decisions, providing what-if analysis, and even overriding some optimization outcomes.
In many cases, these operators are not equipped with the necessary background in optimization,
resulting in time-consuming back-and-forth interactions with program managers, data scientists
and engineers.

Large language models (LLMs) have recently emerged as a promising tool for assisting
humans with a wide variety of tasks, such as writing documents, presenting work, coding and
health diagnosis [3, 4, 5]. Generative multimodal LLMs, such as OpenAI’s GPT-4, are being
rapidly integrated within co-pilots, for answering questions and increasing productivity through
simple, language based interactions with technology [6].

In this paper, we study how state-of-the-art LLMs can be applied for reasoning about
supply chain optimization. Using LLMs in our context is challenging. First, the underlying
optimization problems are often large scale combinatorial optimization problems, and solving
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Show me the shipping plan. 

Here is the plan. You can hover your mouse on each node or
edge to see more details.
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Is it possible for Roastery 1 to be exclusively used by Cafe 2? 

If we exclusively transport beans from Roastery 1 to Cafe 2,
the cost would amount to $2570, representing an approxi-
mate increase of 2570−2470

2470 ≈ 4% compared to the current
plan, which costs $2470. Would you like to implement this
change for future planning purposes?

Æ

Type your question here...

Figure 1: OptiGuide interface.

them directly is currently out of reach for LLMs [4]. Second, one needs to align the large
foundation models to answer the domain-specific questions. Due to the large scale, fully training
these models is not possible, and even middle-ground solutions such as fine-tuning LLMs require
substantial compute and engineering investments [7]. Last but not least, any use of LLMs in
business-critical operations, should have solutions when “things go wrong”, including diagnosing
of and recovering from mistakes and hallucinations [8].

In view of these challenges, we design and implement OptiGuide – a framework that employs
LLMs to interpret supply chain optimization solutions. A key idea behind OptiGuide is not
to replace optimization technology by LLMs, but rather use optimization solvers in tandem
with LLMs. In our design (see Figure 2 for system architecture), the LLM is responsible for
translating the human query to “optimization code”, which is in turn used by an optimization
solver to produce the necessary output; the output then passes through the LLM for producing
the answer in human language (English). This architecture is used both for textual explanations
and visualizations of the optimization solution, as well as for answering what-if queries. To
address what-if queries, OptiGuide uses the LLM to appropriately modify the input to the
optimization solver, and then reruns the solver under the hood to produce an answer.

To enable OptiGuide, we solve multiple technical challenges. First, we circumvent all forms
of costly training, by applying in-context learning, namely “teaching” the LLM about the
domain directly through the query’s prompt (i.e., as part of the inference). This requires careful
co-design of the optimization code and the prompt with the understanding that the prompt can
be space constrained. For example, we write the code in certain functional form that can be
efficiently mapped to questions asked by humans. We also design a simple safeguard mechanism
that confronts output mistakes.

To evaluate the ness of OptiGuide, we introduce an evaluation benchmark that
includes (i) a variety of common supply chain scenarios, and (ii) an evaluation methodology
that incorporates new metrics for quantifying accuracy, generalizability within a scenario, and
extrapolation capability to unseen scenarios. We test OptiGuide on five different scenarios and
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Figure 2: The OptiGuide framework.

obtain 93% accuracy on average using GPT-4. We view the benchmark and methodology as
contributions that stand on their own, and can be used to evaluate future approaches. We
are in the process of open-sourcing our benchmark. Finally, we deploy OptiGuide for the
server deployment optimization used in Microsoft Azure’s supply chain. We discuss some of the
engineering challenges, and report initial promising results from our evaluation.

We believe that this paper sets important foundations, which can be used by other organiza-
tions for explaining optimization outcomes through LLMs. There are several future directions
that emerge from our study, for example, using smaller models that can be trained with modest
resources. As a longer-term goal, it is natural to expand the scope of LLMs beyond explainabil-
ity, to facilitate interactive optimization (e.g., “please provide a more load-balanced solution”,
“please use at most two suppliers”). With the constant advances of LLM technology, it will
be fascinating to examine whether LLMs can be utilized not only as translators, but also for
refining and improving optimization outcomes.

The rest of the paper is organized as follows. In Section 2, we provide the necessary back-
ground on supply chain optimization and current LLM technology. In Section 3, we describe the
design of OptiGuide. Section 4 describes our evaluation benchmark, and OptiGuide’s evaluation
results. In Section 5, we outline our findings from OptiGuide’s deployment in Azure’s supply
chain. We discuss future perspectives in Section 6.

2 Background and Motivation

In this section, we provide brief background on decision making in supply chain operations, and
elaborate on the notion of explainability. We then describe current capabilities and limitations
of LLMs, and conclude with a simple example, which will be useful for explaining
our solution approach.
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2.1 Decision Making in Supply Chains

A supply chain may be defined as “an integrated network of facilities and transportation options
for the supply, manufacture, storage, and distribution of materials and products” [9]. A simple
supply chain may consist of a company (e.g., a service provider) and the set of its suppliers and
customers [1]. However, most supply chains nowadays contain multiple tiers with suppliers of
suppliers, customers of customers, and hierarchies of service providers [1]. This results in highly
complex global networks where decisions must be optimized across multiple layers to satisfy
customer demand while guaranteeing operational efficiency.

Decision making in supply chains spans different time-scales: starting from the design of the
supply chain network (e.g., location of factories), planning (e.g., procurement of supply), and
execution (e.g., transportation of goods). This leads to many types of decisions; a few examples:

• How many factories should we open, where, and with what manufacturing capacity?

• What suppliers should we use?

• How much inventory should we keep in stock and at which locations?

• How should we transport intermediate and finished goods efficiently?

The complexity of the decision-making often requires the design of optimization approaches
that can incorporate a multitude of constraints and objectives, and still generate good quality
solutions in plausible running times. To this end, different aspects of the supply chain (facility
location, inventory planning, routing) may be optimized separately or considered jointly (e.g.,
inventory planning integrated with routing [10]). Common solution approaches for these op-
timization problems include Mixed Integer Programming based techniques and heuristics that
can tackle the large scale of the problem.

2.2 Explainability

Business operators and planners involved in decision-making need to maintain a good under-
standing of the optimization outcomes. This allows them to not only address customer questions,
but also react to unexpected events, and resolve inefficiencies and bottlenecks. However, the
understanding is often challenging due to the complexity of the decision process (e.g., large
scale, solution obtained by “black-box” algorithm, etc.) and lack of optimization expertise.

For concreteness, we provide below some examples of questions that operators may wish to
answer.

Q1 What is the cost breakdown for each fulfilled demand?

Q2 How much excess inventory have I had per month in the past year?

Q3 What would happen if the demand at a particular location increased by 10%?

Q4 Can I reduce a factory’s manufacturing capacity by 5% and still meet the demand?

Q5 Why was a particular supplier selected for a demand?

Q6 How would selecting a different transportation option affect the delivery timelines and the
overall cost?

These and other questions aim at explaining the outcome of supply chain decisions. They
include analyzing the current solution (input and output), investigating historical trends, and
exploring what-if scenarios.
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Obtaining insights on optimization decisions may require involving multiple professionals
with different roles. Suppose that planners may wish to understand why a demand has not
been fulfilled on time. They often surface the concern to the program managers, who involve
domain experts, such as data scientists or the engineers that developed the optimization system.
The domain experts in turn may need to write additional code and often rerun the optimization
to extract the relevant insights. This overall process might be very time-consuming for all
parties involved and can cause significant delays in the decision making process.

In some applications, teams maintain some custom tools that allow decision makers to reason
about certain decisions. For example, application dashboards can provide visualizations or even
allow enforcing some actions (e.g., fix a specific supplier for a demand). However, given the
engineering overhead of maintaining the tools, they are typically limited to the most common
use cases.

The notion of explainability is certainly not novel, and has drawn attention in both academia
and industry. There have been numerous studies on explaining ML/AI [11, 12]. In the opti-
mization context, IBM Decision Optimization [13] provides answers to a fixed set of queries
that the user may choose to activate. See also [14] and references therein.

2.3 Large Language Models

Overview. A large language model (LLM) is a foundation model [15] trained on extensive
text data using deep learning techniques, such as Transformer neural networks; ELMo [16],
BERT [17], Turing NLG [18, 19], GPT-3 [20], GPT-4 [3], PaLM [21], PaLM-E [22], LLaMA
[23], and Vicuna [24] are some examples of widely used LLMs. In the training phase, a LLM
learns statistical patterns, word relationships, and contextual information from diverse sources,
such as books, articles, websites, and code repositories. LLMs are used for a variety of tasks in
the inference phase [4], including chatbots, translation, writing assistance, coding [25, 26, 27],
planning [28], poem and story composition.

Using LLMs in applications. Multiple strategies can be employed to adapt LLMs for a
specific application. The most common approaches are fine-tuning and in-context learning.
Fine-tuning is a classic approach for “transfer learning” aimed at transferring knowledge from
a pre-trained LLM to a model tailored for a specific application [29]. Typically, this process
involves tweaking some weights of the LLM. While fine-tuning approaches can be made efficient
[30, 31], they still necessitate model hosting in GPUs. This requirement can prove excessively
costly for many applications. In-context learning [32] is an alternative cheaper approach, which
involves incorporating a few training examples into the prompt (or query). The idea here is to
append the prompt with domain-specific examples and have the LLM learn from these “few-
shot” examples. A key advantage of this approach is that it does not require model parameter
updates.

Prompt engineering. In a production setting, developers often send prompts (aka, queries)
to the model, which can be appended with domain-specific examples for obtaining higher-quality
answers. A collection of prompt management tools, such as ChatGPT Plugin [33], GPT function
API call [34], LangChain [35], AutoGPT [36], and BabyAGI [37], have been designed to help
engineers integrate LLMs in applications and services. The prompt size is measured in the
number of tokens, which is proportional to the query size. LLMs can only process a limited
number of tokens because of resource limitations, which is a strict constraint that developers
and tools need to find workarounds for.
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Figure 3: A simple supply chain example: coffee roasting company.

Privacy. Using domain-specific information in the prompt may involve proprietary data,
which users may prefer not to reveal to LLM hosts. Even if LLM providers offer service level
agreements (SLAs) for privacy, passive eavesdropping attackers might still intercept the data.
Therefore, many organizations would prefer utilizing LLMs in a privacy-preserving way, namely
keeping the proprietary data in-house.

Mistakes. Naturally, LLMs might provide sub-optimal outcomes, such as inaccuracies and
even hallucinations [38]. There are generic tools that tackle this problem [39, 40, 41], however
one may need domain specific tools for better outcomes. One example is fixing code generated
by LLMs [42, 43, 44, 45].

2.4 A Simple Example

We now describe a simple supply chain example that will be useful for illustrating our approach.

The supply chain. Consider a coffee roasting company that roasts two types of coffee (light
and dark roast). The company sources coffee beans from three different suppliers, it roasts them
in one of its two roasting facilities, and then ships them to one of its three retail locations for
selling to customers. The goal is to fulfill the demand in each retail location, while minimizing
the total cost. The total cost consists of the cost of purchasing the coffee from the suppliers, the
roasting cost in each facility, and the shipping cost of the end product to the retail locations.
An illustration is given in Figure 3.

Model formulation. We can model this problem as a Mixed Integer Program. Let xs,r
denote the number of units purchased from supplier s for roasting facility r, and yLr,ℓ and yDr,ℓ
the amount of light and dark roast sent to retail location ℓ from roasting facility r. Each supplier
s has a capacity Cs, and each retail location ℓ has demand DL

ℓ and DD
ℓ for light and dark roast

respectively. There is a cost cs,r for each unit purchased from supplier s for roasting facility
r, a shipping cost of gr,ℓ for each unit sent to retail location ℓ from roasting facility r, and a
roasting cost hLr and hDr per unit of light roast and dark roast respectively in facility r. The
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optimization problem is the following:

minimize
(∑

s,r

xs,r · cs,r +
∑
r,ℓ

yLr,ℓ · hLr +∑
r,ℓ

yDr,ℓ · hDr +
∑
r,ℓ

(yLr,ℓ + yDr,ℓ) · gr,ℓ
)

(Objective)

subject to
∑
r

xs,r ≤ Cs ∀s (Supplier capacity constraint)∑
s

xs,r =
∑
ℓ

(yLr,ℓ + yDr,ℓ) ∀r (Conservation of flow constraint)∑
r

yLr,ℓ ≥ DL
ℓ ∀ℓ (Light coffee demand constraint)∑

r

yDr,ℓ ≥ DD
ℓ ∀ℓ (Dark coffee demand constraint)

xs,r, y
L
r,ℓ, y

D
r,ℓ ∈ Z+ ∀s, r, ℓ (Integrality constraint)

Explainability. Let us now zoom into the example from Figure 3. The optimal solution is
depicted in Figure 3b. We see that in the optimal plan, both roasteries produce light and dark
coffee; the first roastery sources its beans from supplier 3, while the second from suppliers 1
and 2. The first two retail locations then obtain all their coffee from the first roastery, while
the third retail location is supplied by both roasteries. A user may ask the following questions:

Q1 What would happen if the demand at retail location 1 increased by 10%?

Q2 What would happen if the demands at all retail locations doubled?

Q3 Why are we using supplier 3 for roasting facility 1?

Q4 Can I use roasting facility 1 only for retail location 2?

Q5 What if supplier 3 can now provide only half of the quantity?

Q6 The per-unit cost from supplier 3 to roasting facility 1 is now $5. How does that affect
the total cost?

Q7 Why does Roastery 1 produce more light coffee than Roastery 2?

Q8 Why does supplier 1 ship more to Roastery 2 than Roastery 1?

Q9 Why not only use one supplier for Roastery 2?

3 The LLM Framework

Large-scale supply chain management entails multiple functions, such as extensive data gather-
ing, data processing and analysis, optimization processes and communication and enforcement
of decisions across multiple stakeholders. While LLMs and supporting tools may handle part
of these functions, there is a need for an end-to-end framework that will address the underly-
ing challenges in a systematic way. In this section, we describe the design of our framework,
OptiGuide.
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3.1 System Overview

The OptiGuide framework, depicted in Figure 2, consists of three sets of entities: agents, LLMs,
and application-specific components. When a user poses a question ( 1 ), the coder takes the

question and formulates it as an in-context learning (ICL) question ( 2 ) for the LLM. The

LLM then generates code ( 3 ) to answer the question. The safeguard checks the validity of
the code and aborts the operation in case of a mistake; otherwise the safeguard feeds the code
to an application specific component ( 4 ), such as a database engine or an optimization solver
(depending on the query). The component processes the code and produces results, which are

logged in a file ( 5 ). We note that obtaining the final result may involve multiple iterations ( 2

to 5 ) where the query is automatically refined until the desired output is achieved. Finally,

the output logs from the component are fed back into the LLM ( 6 ). The LLM analyzes the

logs and generates a human-readable answer ( 7 ) that is sent back to the user ( 8 ). We now
provide an overview of the different entities and components. More details can be found in
Appendix B.

3.1.1 Agents

Hi, GPT, read the following sample Q&As and documentation of helper code.

Sample questions and code answers below:

question: Is it possible for Roastery 1 to be exclusively used by Cafe 2?
code: 
for c in cafes:
    if c != "cafe2":
        m.addConstr(y_light["roastery1", c] == 0, "")
        m.addConstr(y_dark["roastery1", c] == 0, "")

question: What would happen if roastery 2 produced at least as much light coffee as roastery 1?
code:
m.addConstr(sum(y_light['roastery1',c] for c in cafes) \
            <= sum(y_light['roastery2',c] for c in cafes), "_")
…

Some helpful helper documentation below, which you can use:

plot_shipping_decision() -> str:
# Plot the shipping decisions and network to a figure
# Outputs:
#     filename (str): the path of the plotted visualization.
# …

Question: What if we prohibit shipping from supplier 1 to roastery 2? Show me the new plan and compare with the previous 
result
Code: 

m.addConstr(x['supplier1', 'roastery2'] == 0, 'force not ship’)
m.optimize()
plot_shipping_decision()
print(f'The gap is ${m.objVal - prev_obj}. ')

Prompt

Output

Figure 4: Coder prompt for the running example

Agents facilitate the interaction between users, the LLM, and application-specific compo-
nents. The coder converts raw user questions into specific ICL queries. The conversion includes
supplying the application context, providing ample training examples, and restructuring the
user’s query, as exemplified in Figure 4. The safeguard operates as a quality control checkpoint.
It scrutinizes the code for potential discrepancies and initiates self-debugging upon encounter-
ing failures. When OptiGuide cannot successfully address a query, the safeguard would either
initiate a new iteration with a proposed fix, or generate an error message for the user. The
interpreter takes the output logs, tables, graphs, etc., and generates a human friendly response
to the user’s query.
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3.1.2 Application Specific Components

Different applications may have different types of components; we provide an overview of the
most common ones. OptiGuide is designed in a modular way, so that using OptiGuide for a
different application requires only switching to a new set of components.

The database is a systematically arranged collection of data in various formats, such as CSV,
SQL, JSON, Parquet, which are queried to extract answers. The solver can be a commercial
integer programming solver, such as Gurobi. OptiGuide can query the solver output directly,
or the output can be stored and queried from the database. If a question demands profound
domain knowledge or historical context, OptiGuide consults documents to enhance the depth
and relevance of the response. The helper is an optional component. It consists of a set of
functions written by application engineers, for simplifying the code produced by LLMs. For
example, a complex data analysis workflow can be simplified to a single helper function call.

Someone asked “What if we prohibit shipping from supplier 1 to roastery 2? Show me the new plan and compare with 
the previous result”.

Here are some results I found from coding.

--------- Terminal Outputs are Below ---------
Found heuristic solution: objective 3280.0000000
Presolve removed 2 rows and 1 columns
Presolve time: 0.00s
Presolved: 10 rows, 17 columns, 33 nonzeros
Variable types: 0 continuous, 17 integer (0 binary)
Found heuristic solution: objective 3275.0000000

Root relaxation: objective 2.760000e+03, 10 iterations, 0.00 seconds (0.00 work units)

Explored 1 nodes (10 simplex iterations) in 0.01 seconds (0.00 work units)
Thread count was 32 (of 32 available processors)

Solution count 3: 2760 3275 3280 

Optimal solution found (tolerance 1.00e-04)
Best objective 2.760000000000e+03, best bound 2.760000000000e+03, gap 0.0000%
Optimal cost: 2760.0

plan plotted in "C:/Users/abc/new_solution.png".

The gap is $290.
--------- Terminal Outputs are Above ---------

Please use simple English and explain the answer in HTML format.

The revised cost now amounts to $2760, indicating an 11.7% increase compared to the previous plan's cost of $2470.
<br>
See the new shipping plan: 
<img src="C:/Users/abc/new_solution.png" alt="New Shipping Plan">
<br>

Prompt

Output

Figure 5: Interpreter prompt for the running example

3.2 A Running Example

We illustrate OptiGuide’s data flow via the user question, “What if we prohibit shipping from
supplier 1 to roastery 2? Show me the new plan and compare with the previous result”. First,
the coder converts this question into an in-context learning query for the LLM, see Figure 4
for the prompt. In addition to the question itself, the prompt contains (i) training examples,
namely pairs of questions and code answers, and (ii) a documentation of the helper functions.
Intuitively, (ii) supplements (i) by providing additional context into what the code does.

Subsequently, the LLM generates code that adds a new constraint (green region in Figure
4). The safeguard then extracts the code from the LLM’s response, and OptiGuide calls the
optimization solver to resolve the planning problem, yielding a result depicted in the yellow
region in Figure 5. This result is then fed into the LLM by the interpreter, which produces a
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response. Finally, OptiGuide presents the response to the user alongside a visualization of the
plan (green region in Figure 5) and a comparison with the original cost. Note that OptiGuide
preserves privacy, since the domain-specific data remains in either the solver or database, and
is never transferred to the LLM. Additional examples are provided in Figure 6.

Is it possible for Roastery 1 to be exclusively used by Cafe 2? 

We need to write Python code to test the what-if scneario.

for c in cafes:

if c != "cafe2":

m.addConstr(

y_light["roastery1", c] == 0, "")

m.addConstr(

y_dark["roastery1", c] == 0, "")

The result has m.objV al = $2570, which is higher than
$2470 from the previous solution.

If we exclusively transport beans from Roastery 1 to Cafe 2,
the cost would amount to $2570, representing an approxi-
mate increase of 2570−2470

2470 ≈ 4% compared to the current
plan, which costs $2470. Would you like to implement this
change for future planning purposes?

Æ

No. Who is the contact person for supplier 1? 

We can use SQL command to find out the information.

SELECT contact FROM suppliers WHERE id="supplier1";

Safeguard Alert: sensitive information. Approval required!
Ticket submitted.

To answer this question, we need approval from administrator
to access privileged information. We just created a ticket and
will get back to you in 12 hours...

Æ

Waiting for response...

Figure 6: An illustration of questions answered by OptiGuide. The gray dashed boxes rep-

resent thoughts that occur in the backend. Users can configure OptiGuide to display these
thoughts or not.

4 Evaluation Benchmark

In this section, we develop a benchmark for evaluating the performance of our framework on a
variety of supply chain optimization problems. The benchmark and the methodology around it
can guide future efforts for using LLMs in supply chain optimization.
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4.1 Scenarios and Data

To evaluate our framework, we selected a variety of optimization problems that capture multiple
types of decisions that may be relevant in different supply chain settings. Specifically, our
dataset includes a facility location scenario, a multi-commodity network flow for distribution
of products, workforce assignment optimization, the traveling salesman problem, as well as the
coffee distribution scenario from Section 2.4. The code for all problems is in Python and the
Gurobi optimization solver [46] is used to obtain the optimal solution; Appendix C provides the
code for the coffee distribution problem as an example.

Our next step is to generate a repository of questions and code answers for each scenario.
Some of these question-answer pairs will be used as examples for in-context learning, while others
for evaluating OptiGuide’s performance. To create a large set of questions, we write macros for
each question, which results in generating question sets of closely related question-answer pairs.
An example of a macro for a question set is the following:

QUESTION: What if we prohibit shipping from {{VALUE-X}} to {{VALUE-Y}}?

VALUE-X: random.choice(suppliers)

VALUE-Y: random.choice(roasteries)

GROUND-TRUTH: model.addConstr(x[{{VALUE-X}}, {{VALUE-Y}}] == 0)

In order to increase the diversity in the question sets, we also ask GPT to rephrase the
questions while preserving their meaning. For instance, GPT might rephrase the generated
question “Why would we ship beans from Supplier 1 to Roastery 2” to “What benefits are
associated with the choice of shipping beans from Supplier 1 to Roastery 2?”.

We note that the question sets for all problems that are used in the benchmark were created
from scratch and kept in house, so that the LLMs have not observed these data as part of their
training.

4.2 Evaluation Methodology

The goal of our evaluation is to assess the accuracy of LLMs in answering user questions for
supply chain optimization problems. Unfortunately, existing metrics, such as pass@k which is
used for analyzing coding accuracy [27, 47], are not well suited for explainability through code
(intuitively, the metrics are “too forgiving”). We therefore propose a different methodology
which is inspired by the unit-test approach used in software development.

Our evaluation proceeds as follows. For each scenario we run R experiments. Each exper-
iment consists of T question sets. Each question set consists of Q test questions and answers.
The LLM is asked to write the code and answer for a test question; it is given three chances
to produce a response in case of an evident error (runtime or syntax). We then evaluate the
correctness of the final answer. Note that we do not necessarily evaluate whether the generated
code matches exactly with our ground-truth code, as there are different ways to obtain the
correct response. The following example demonstrates a scenario where the generated code is
quite different, but the optimization outcome would be the same.

1. model.addConstr(x[’supplier1’, ’roastery2’] == 0, ’force not ship’)

2. shipping_cost_from_supplier_to_roastery[(’supplier1’, ’roastery2’)] = 1e10

Accuracy. We define the accuracy metric AC as the average success rate across all scenarios,
experiments and question sets. Formally,

AC =
1

SR

S∑
s=1

R∑
r=1

1

Ts

Ts∑
t=1

1(qt),
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QUESTION: 
    Can we use café {{VALUE-X}} for roastery {{VALUE-Y}}

VALUE-X: random.choice(cafes)
VALUE-Y: random.choice(roasteries)

Code: m.addConstr(x[{{VALUE_X}}, {{VALUE_Y}}] == 1)  

Generate 30 distinct questions from Macro
(No repetition)

QUESTION: Can we use café S1 for roastery D1

Code: m.addConstr(x[“S1”, “D1”]== 1)  

QUESTION: Can we use café S9 for roastery D9

Code: m.addConstr(x[“S9”, “D9”]== 1)  

QUESTION: Can we use café S1 for roastery D2

Code: m.addConstr(x[“S1”, “D2”]== 1)  

Rewrite the question with LLM
(Code answer remains the same)

Should we use S1 for D1

What can happen if S1 is used for D1

For D1, how about using S1?

…

…

Question Set 𝑡 
Is S1 usable for D2?

Is it appropriate to use S1 for D2?

Could S1 serve as a solution for D2?
…

Is it feasible to employ S9 for D9?

Can D9 be handled by using S9?

Can D9 benefit from the usage of S9?

…

Test Question

Examples
(select for the prompt)

Figure 7: In-distribution evaluation

where qt is the question set, and 1(qt) is the indicator whether it passed successfully. The LLM
passes a question set if and only if it successfully answers all questions in the question set.

In-distribution and out-of-distribution evaluation. As common practice, we evaluate
our framework in both ‘in-distribution’ and ‘out-of-distribution’ [48] settings. For in-distribution
evaluation (Figure 7), the test question and the examples used in the prompt are from the same
question set. In contrast, for out-of-distribution evaluation (Figure 8), the example questions
are extracted from different question sets.

Example selection. As the number of tokens that can be provided as input to the LLMs is
limited, we explore different approaches for selecting the training examples for each query. The
approaches can be evaluated both for in-distribution and out-of-distribution evaluation. One
approach is random selection, where a fixed number of example questions is selected uniformly
at random. Another approach is based on nearest neighbors, where we select examples that are
similar to the test question; similarity is based on the text embedding [49] of the questions as
determined by the model text-embedding-ada-002 [20]. We also experiment with different sizes
of the example set (0, 1, 3, 5, or 10 examples).

4.3 Performance

Setup. For each scenario s, we run R = 10 experiments. In each experiment we evaluate
Ts ≥ 10 question sets. Each question set qt usually contains 10 − 30 questions and answers.
We use both text-davinci-003 [20] and GPT-4 [3] for our evaluation. Performance results across
different LLMs, example selection approaches, and example set sizes are summarized in Table
1.

Observations. GPT-4 consistently outperforms text-davinci-003 in both in-distribution and
out-of-distribution evaluation. As expected, both models show higher accuracy on in-distribution
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Question 
Set 1

Question 
Set 2

Question 
Set T

…

Question 1-i

Question 1-ii

Question 1-xxx

…

Question 2-i

Question 2-ii

Question 2-xv

…

Question T-i

Question T-ii

Question T-xxx

…

Generate and Rewrite

Test Question

Examples
(select for the prompt)

Figure 8: Out-of-distribution evaluation

Table 1: Accuracy across different LLMs, example selection approaches, and example set sizes.
Each experiment was run 10 times and the average accuracy is reported.

In-distribution Out-of-distribution
# Examples Model Random Nearest Random Nearest

0
text-davinci-003 0.32

GPT-4 0.59

1
text-davinci-003 0.78 0.78 0.39 0.44

GPT-4 0.85 0.90 0.66 0.66

3
text-davinci-003 0.90 0.92 0.49 0.44

GPT-4 0.90 0.92 0.74 0.69

5
text-davinci-003 0.93 0.93 0.52 0.48

GPT-4 0.92 0.93 0.78 0.73

10
text-davinci-003 0.92 0.93 0.67 0.61

GPT-4 0.93 0.93 0.84 0.80
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compared to out-of-distribution evaluation. GPT-4 performs relatively much better in out-of-
distribution evaluation, demonstrating its stronger reasoning and generalization capabilities;
another sign for these capabilities is the 59% accuracy even without any training examples.
Increasing the number of examples results in improved accuracy across the board. We also note
that the gap between text-davinci-003 and GPT-4 decreases with the size of the example set.

The nearest neighbor selection approach yields slight performance improvements for in-
distribution evaluation. Interestingly, when the size of the example set is greater than one,
random selection outperforms nearest neighbor for out-of-distribution evaluation. One explana-
tion here is that selecting examples based on text similarity results in overfitting, and random
selection results in more diverse training examples.

5 OptiGuide for Azure’s Supply Chain

In this section, we demonstrate OptiGuide’s capabilities on the server fulfillment supply chain
of Microsoft Azure. We start with providing the necessary details for the decisions involved in
Azure’s supply chain. We then outline the steps for deploying OptiGuide in production, and
provide examples of user interactions and early feedback we obtained. We conclude this section
by describing preliminary performance results.

5.1 The Azure Supply Chain

The rapid growth of the cloud industry requires cloud providers to continuously deploy addi-
tional capacity to keep up with the demand. This is achieved by acquiring new clusters of
servers and deploying them in the data centers. The Microsoft Azure supply chain encompasses
a broad array of processes including demand forecasting, strategic foresight, hardware semantic
search, fulfillment planning, and document management. Due to complexity and large scale,
the optimization of Azure’s supply chain is assigned to different subsystems. We focus here on
one such subsystem called Intelligent Fulfillment System (IFS), which deals with assigning and
shipping servers from the warehouse to the data centers.

Main decisions. For each demand for cloud capacity, the main decisions consist of (i) the
hardware supplier that will be used to fulfill the demand, (ii) the timeline of the deployment - in
particular, the cluster’s dock-date (which determines the date of shipping from the warehouse),
and (iii) the cluster’s deployment location in the data center (selection of a row of tiles to place
the cluster on). The goal is to minimize the total cost that consists of multiple components, such
as delay/idle cost of the clusters compared to their ideal dock-date and shipping costs, while re-
specting a multitude of constraints. Examples of constraints include capacity constraints on the
suppliers and the data centers, location preferences for demands and compatibility constraints.
The underlying optimization problem is formulated as a Mixed Integer Program (MIP) where
the total input data size is around 500 MB. The optimal solution is obtained hourly using
Gurobi. More details about the optimization problem can be found in Appendix A.

Stakeholders. The main consumers of IFS are planners. These are professionals that have the
context, so when they receive the outcome of the optimization, they can confirm that it

meets business needs (or override decisions otherwise) and ensure the execution of the decisions
is completed as planned. However, the increased complexity of the underlying optimization
problem in combination with the global scale of decision making (hundreds of data centers)
prevents immediate clarity in the reasoning behind each decision. Consequently, planners often
reach out to the engineers (including data scientists) that develop the optimization system
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Figure 9: Screenshot of OptiGuide in Microsoft Azure production. We anonymized names and
data by using generic values.
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for obtaining additional insights. Oftentimes, planners and engineers have multiple rounds of
interaction around understanding an issue or exploring what-if scenarios.

Common questions. We summarize below the main types of questions that are raised by
planners:

Q1 [Management] Does the system support a particular region, resource, or supplier?

Q2 [Availability] Is a resource available or allocated?

Q3 [Decisions] Why did the system make decision ‘x’ related to supplier/demand selection,
time, and location?

Q4 [Details of shipments] What are the details related to cross-geographical shipments and
expected dock counts on a specific date?

Q5 [Historical data analysis] What is the standard deviation of the supplier’s inventory in the
last month?

Q6 [Visualization] Can you visualize the dock capacity, availability, dates, or delays at a given
location?

5.2 Deploying OptiGuide for Azure Supply Chain

Our current deployment of OptiGuide consists of (i) a front-end service for multiple-user inter-
action; (ii) an agent service, which is connected to Azure OpenAI for LLM access; (iii) multiple
virtual machines (VMs) which host IFS and the application specific components to support
multiple users at the same time.

We preload VMs’ memories with the input data and solver’s solutions to speedup code
executions for users. The input data for the optimization problem are updated periodically
(hourly), where the VMs load the updated data in a round-robin fashion so that there are
always some VMs available to support users. We use GPT-4 as the LLM.

5.3 Preliminary Feedback and Results

Figure 9 provides examples of interactions between users and OptiGuide.
The preliminary feedback we obtained from both planners and engineers has been positive.

Users expressed excitement noting the potential of OptiGuide to help them understand the
underlying optimization logic. Users especially emphasized the benefits of supporting key what-
if scenarios, which gives planners more autonomy and may substantially reduce the engineering
on-call burden. For example, before OptiGuide, answering one what-if question would need
more than three operators to coordinate the investigation and one on-call engineer to inspect
the plan output.

Our preliminary evaluation indicates that OptiGuide can achieve more than 90% accuracy
for our in-distribution evaluation. This result is consistent with the ones obtained in Section 4.

6 Concluding Remarks

We conclude this paper by discussing current limitations, and highlighting intriguing directions
for future work.
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6.1 Current Limitations

Users need to be specific. The user needs to ask precise questions. For instance, “Can we
dock demand xc132 fifteen days earlier?” is ambiguous, because “earlier” can mean “15 days
before today”, “15 days before the currently planned date”, or “15 days before the deadline”.
Consequently, the LLM might misunderstand the user and yield the wrong code.

Dependency on application-specific components. OptiGuide relies on proper design of
application-specific components, such as the schema of the database and the helper functions.
Some of these components might require non-negligible engineering efforts. While there has
been progress in automating some of these components [50], there are still gaps in using them
in some production settings.

Undetected mistakes. We observed cases where the LLM writes code that runs smoothly,
but it may be totally wrong (e.g., due to string matching mistakes). We expect that things will
improve in the future with more advances in LLMs and supporting tools.

Generalize to new questions. While the LLM performs well on seen questions, it still
struggles when presented with questions that do not appear in the examples (see, e.g., Table
1). We believe that future models will have better generalizability.

Benchmark. Our current evaluation quantifies performance only for quantitative questions;
for example, we exclude visualization queries from our analysis. Furthermore, the evaluation is
based on a specific programming language (Python) and optimization solver (Gurobi).

6.2 Future Directions

We see our work as a cornerstone for future research in the area. One interesting direction is
incorporating human feedback (e.g., from supply chain planners) which could lead to significant
performance improvements [51]. Another direction that we are currently examining is using
smaller models (see, e.g., [52] and references therein) for the specific tasks of supply chain
optimization; using such models allows for more affordable hosting and fine-tuning of the model.
In particular, we are examining whether fine-tuning can help with interpreting unseen questions.
On a related note, it is of interest to consider a hybrid framework that combines the strengths
of different AI models, for example combining large LMs with smaller ones. A natural longer-
term goal is to go beyond explainability and facilitate interactive optimization, where the user
directly influences the optimization outcomes; this will require designing more comprehensive
safeguards, to prevent costly mistakes.
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A Intelligent Fulfillment System

In this section, we present a partial formulation of the optimization in the Intelligent Fulfillment
System that assigns and ships servers from the warehouse to the data centers.

A.1 Main Decisions

We introduce the following variables:

• zdt ∈ {0, 1}: equals 1 if demand d docks on day t, and 0 otherwise

• udr ∈ {0, 1}: equals 1 if demand d docks on row r, and 0 otherwise

• wds ∈ {0, 1}: equals 1 if d is fulfilled using supplier s, and 0 otherwise

• yd,dc,t ∈ {0, 1}: equals 1 if d docks at datacenter dc on day t, and 0 otherwise.

• vd,s,t ≥ 0 : whether demand d docks on day t using supplier s or not

A.2 Constraints

This section describes some of the constraints in the formulation.

Docking day. The docking for each demand takes place on a single day.∑
t

zdt ≤ 1 ∀d

Datacenter dockings. For each demand d, we dock at a datacenter dc on a specific day t
only if the selected row belongs to that datacenter dc and the selected day is that particular
day t. ∑

dc

yd,dc,t ≤ zdt ∀d, t

∑
t

yd,dc,t =
∑

r∈rows(dc)

udr ∀d, dc

Datacenters’ daily capacities. There are restrictions restr on the daily amount of dockings
that sets of datacenters can handle. Let Rd denote the number of racks required for demand d.∑

d,dc∈DC(restr)

yd,dc,t ·Rd ≤ DockRestrAvailCap(restr, t) ∀restr ∈ Restrictions, t

Single supplier. Each demand must be fulfilled by a single supplier. A row is selected for a
demand only if a supplier has been found.∑

s

wds ≤ 1 ∀d

udr ≤
∑
s

wds ∀d, r

22



Auxiliary supplier variables. Connecting variables vdst with the rest of the variables.

zdt =
∑
s

vdst ∀d, t

wds =
∑
t

vdst ∀d, t

Supply availability. We have a set of supply pools with a certain capacity (amount of avail-
able supply) evaluated at times ct. We need to make sure that the supply s we consume from
each supply pool sp is available at the time t that we consume it. The time where each supply
becomes available depends on its lead time.∑

d,s∈sp,t≤leadtime(ct,d,s)

vdst ≤ Available Supply(sp, ct) ∀sp, ct

Overrides. Some demand-supply combinations might be undesirable or disallowed for some
reason. These can be explicitly blocked. Let B denote the set of blocked pairs.

wds = 0 ∀(d, s) ∈ B

A.3 Objective

Our goal is to minimize the total cost which is the aggregate of multiple components, including
the cost of docking too early or too late compared to the ideal dock-date of each demand, the
cost of not fulfilling demands, and the shipping cost, among others.

DockCost =
∑
d,t

zdt ·Demand Day DockCost(d, t)

NoDockCost =
∑
d

(1−
∑
t

zdt) ·Unsatisfied Cost(d)

ShippingCost =
∑
d,s

wds · Transit Ship Cost(d, s)

B Engineering Details

Figure 11, at the end of this document, presents a detailed screenshot of OptiGuide with Azure
IFS, including intermediate results for illustration purposes.

B.1 Useful Tricks

SQL : Many LLMs are trained with SQL database. Hence, saving optimization input and
output data into SQL could make the system easier to use and more explainable.

Logical simplification: If the prompt is not designed well, the LLM might make many simple
logical mistakes (e.g., “not use” v.s. “use”, before v.s. after, etc.).

Intermediate outputs. When dealing with complex prompts, providing intermediate out-
puts can help keep the LLM on track. By returning intermediate results or steps, the LLM can
check the consistency of its process, making it easier to debug and refine.
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B.2 Failed Attempts

Chain of thought (CoT) failures. Unlike many recent studies [50] that have found that
LLMs have strong CoT abilities, we found CoT is not helpful for writing complex code. This is
another reason why we integrated the helper functions in the application-specific tools, which
outperformed CoT. Our hypothesis is that if the LLM makes one mistake in the thinking chain,
then the whole response would be wrong because correcting its own mistakes is hard.

Overuse of prompt engineering: While prompt engineering can often lead to improved
results, overdoing it can sometimes lead to worse outcomes. When the prompts become too
complex or too specific, the LLM might not understand them correctly or might overfit to the
specific prompt structure, limiting its ability to handle a variety of questions.

C Coffee Distribution Example

C.1 Code

import time

from gurobipy import GRB, Model

# Example data

capacity_in_supplier = {’supplier1’: 150, ’supplier2’: 50, ’supplier3’: 100}

shipping_cost_from_supplier_to_roastery = {

(’supplier1’, ’roastery1’): 5,

(’supplier1’, ’roastery2’): 4,

(’supplier2’, ’roastery1’): 6,

(’supplier2’, ’roastery2’): 3,

(’supplier3’, ’roastery1’): 2,

(’supplier3’, ’roastery2’): 7

}

roasting_cost_light = {’roastery1’: 3, ’roastery2’: 5}

roasting_cost_dark = {’roastery1’: 5, ’roastery2’: 6}

shipping_cost_from_roastery_to_cafe = {

(’roastery1’, ’cafe1’): 5,

(’roastery1’, ’cafe2’): 3,

(’roastery1’, ’cafe3’): 6,

(’roastery2’, ’cafe1’): 4,

(’roastery2’, ’cafe2’): 5,

(’roastery2’, ’cafe3’): 2

}

light_coffee_needed_for_cafe = {’cafe1’: 20, ’cafe2’: 30, ’cafe3’: 40}

dark_coffee_needed_for_cafe = {’cafe1’: 20, ’cafe2’: 20, ’cafe3’: 100}
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cafes = list(set(i[1] for i in shipping_cost_from_roastery_to_cafe.keys()))

roasteries = list(

set(i[1] for i in shipping_cost_from_supplier_to_roastery.keys()))

suppliers = list(

set(i[0] for i in shipping_cost_from_supplier_to_roastery.keys()))

# OPTIGUIDE DATA CODE GOES HERE

# Create a new model

model = Model("coffee_distribution")

# Create variables

x = model.addVars(shipping_cost_from_supplier_to_roastery.keys(),

vtype=GRB.INTEGER,

name="x")

y_light = model.addVars(shipping_cost_from_roastery_to_cafe.keys(),

vtype=GRB.INTEGER,

name="y_light")

y_dark = model.addVars(shipping_cost_from_roastery_to_cafe.keys(),

vtype=GRB.INTEGER,

name="y_dark")

# Set objective

model.setObjective(

sum(x[i] * shipping_cost_from_supplier_to_roastery[i]

for i in shipping_cost_from_supplier_to_roastery.keys()) +

sum(roasting_cost_light[r] * y_light[r, c] +

roasting_cost_dark[r] * y_dark[r, c]

for r, c in shipping_cost_from_roastery_to_cafe.keys()) + sum(

(y_light[j] + y_dark[j]) * shipping_cost_from_roastery_to_cafe[j]

for j in shipping_cost_from_roastery_to_cafe.keys()), GRB.MINIMIZE)

# Conservation of flow constraint

for r in set(i[1] for i in shipping_cost_from_supplier_to_roastery.keys()):

model.addConstr(

sum(x[i]

for i in shipping_cost_from_supplier_to_roastery.keys()

if i[1] == r) == sum(

y_light[j] + y_dark[j]

for j in shipping_cost_from_roastery_to_cafe.keys()

if j[0] == r), f"flow_{r}")

# Add supply constraints

for s in set(i[0] for i in shipping_cost_from_supplier_to_roastery.keys()):

model.addConstr(

sum(x[i]

for i in shipping_cost_from_supplier_to_roastery.keys()

if i[0] == s) <= capacity_in_supplier[s], f"supply_{s}")
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# Add demand constraints

for c in set(i[1] for i in shipping_cost_from_roastery_to_cafe.keys()):

model.addConstr(

sum(y_light[j]

for j in shipping_cost_from_roastery_to_cafe.keys()

if j[1] == c) >= light_coffee_needed_for_cafe[c],

f"light_demand_{c}")

model.addConstr(

sum(y_dark[j]

for j in shipping_cost_from_roastery_to_cafe.keys()

if j[1] == c) >= dark_coffee_needed_for_cafe[c], f"dark_demand_{c}")

# Optimize model

model.optimize()

m = model

# OPTIGUIDE CONSTRAINT CODE GOES HERE

# Solve

m.update()

model.optimize()

print(time.ctime())

if m.status == GRB.OPTIMAL:

print(f’Optimal cost: {m.objVal}’)

else:

print("Not solved to optimality. Optimization status:", m.status)

C.2 Question and Ground Truth Macros

QUESTION:

What would happen if demand at cafe {{VALUE-CAFE}} increased by {{VALUE-NUMBER}}%?

VALUE-CAFE: random.choice(cafes)

VALUE-NUMBER: random.randrange(5,30)

DATA CODE:

light_coffee_needed_for_cafe[{{VALUE-CAFE}}] = \

light_coffee_needed_for_cafe[{{VALUE-CAFE}}] * (1 + {{VALUE-NUMBER}}/100)

dark_coffee_needed_for_cafe[{{VALUE-CAFE}}] = \

dark_coffee_needed_for_cafe[{{VALUE-CAFE}}] * (1 + {{VALUE-NUMBER}}/100)

TYPE: demand-increase

QUESTION:

What if demand for light coffee at cafe {{VALUE-CAFE}} increased by {{VALUE-NUMBER}}%?

VALUE-CAFE: random.choice(cafes)

VALUE-NUMBER: random.randrange(5,30)

DATA CODE:

light_coffee_needed_for_cafe[{{VALUE-CAFE}}] = \

light_coffee_needed_for_cafe[{{VALUE-CAFE}}] * (1 + {{VALUE-NUMBER}}/100)
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TYPE: demand-increase-light

QUESTION:

What would happen if the demand at all cafes doubled?

DATA CODE:

for c in cafes:

light_coffee_needed_for_cafe[c] = light_coffee_needed_for_cafe[c] * 2

dark_coffee_needed_for_cafe[c] = dark_coffee_needed_for_cafe[c] * 2

TYPE: demand-increase-all

QUESTION:

Why are we using supplier {{VALUE-SUPPLIER}} for roasting facility {{VALUE-ROASTERY}}?

VALUE-SHIPPINGS: [(s, r) for (s, r), value in x.items() if value.X >= 0.999]

VALUE-IDX: random.randint(0, len({{VALUE-SHIPPINGS}}) - 1)

VALUE-SUPPLIER: {{VALUE-SHIPPINGS}}[{{VALUE-IDX}}][0]

VALUE-ROASTERY: {{VALUE-SHIPPINGS}}[{{VALUE-IDX}}][1]

CONSTRAINT CODE:

m.addConstr(x[{{VALUE-SUPPLIER}},{{VALUE-ROASTERY}}] == 0, "_")

TYPE: supply-roastery

QUESTION:

Assume cafe {{VALUE-CAFE}} can exclusively buy coffee from roasting facility

{{VALUE-ROASTERY}}, and conversely, roasting facility {{VALUE-ROASTERY}}

can only sell its coffee to cafe {{VALUE-CAFE}}. How does that affect the outcome?

VALUE-ROASTERY: random.choice(roasteries)

VALUE-CAFE: random.choice(cafes)

CONSTRAINT CODE:

for c in cafes:

if c != {{VALUE-CAFE}}:

m.addConstr(y_light[{{VALUE-ROASTERY}}, c] == 0, "_")

m.addConstr(y_dark[{{VALUE-ROASTERY}}, c] == 0, "_")

for r in roasteries:

if r != {{VALUE-ROASTERY}}:

m.addConstr(y_light[r,{{VALUE-CAFE}}] == 0, "_")

m.addConstr(y_dark[r,{{VALUE-CAFE}}] == 0, "_")

TYPE: exclusive-roastery-cafe

QUESTION:

What if roasting facility {{VALUE-ROASTERY}} can only be used for cafe {{VALUE-CAFE}}?

VALUE-ROASTERY: random.choice(roasteries)

VALUE-CAFE: random.choice(cafes)

CONSTRAINT CODE:

for c in cafes:

if c != {{VALUE-CAFE}}:

m.addConstr(y_light[{{VALUE-ROASTERY}}, c] == 0, "_")

m.addConstr(y_dark[{{VALUE-ROASTERY}}, c] == 0, "_")

TYPE: incompatible-roastery-cafes

QUESTION:
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What if supplier {{VALUE-SUPPLIER}} can now provide only half of the quantity?

VALUE-SUPPLIER: random.choice(suppliers)

DATA CODE:

capacity_in_supplier[{{VALUE-SUPPLIER}}] = capacity_in_supplier[{{VALUE-SUPPLIER}}]/2

TYPE: supplier-capacity

QUESTION:

The per-unit cost from supplier {{VALUE-SUPPLIER}} to roasting facility {{VALUE-ROASTERY}}

is now {{VALUE-NUMBER}}. How does that affect the total cost?

VALUE-SUPPLIER: random.choice(suppliers)

VALUE-ROASTERY: random.choice(roasteries)

VALUE-NUMBER: random.randrange(1,10)

DATA CODE:

shipping_cost_from_supplier_to_roastery[{{VALUE-SUPPLIER}},{{VALUE-ROASTERY}}] = \

{{VALUE-NUMBER}}

TYPE: supplier-roastery-shipping

QUESTION:

What would happen if roastery 2 produced at least as much light coffee as roastery 1?

CONSTRAINT CODE:

m.addConstr(sum(y_light[’roastery1’,c] for c in cafes)

<= sum(y_light[’roastery2’,c] for c in cafes), "_")

TYPE: light-quantities-roasteries

QUESTION:

What would happen if roastery 1 produced less light coffee than roastery 2?

CONSTRAINT CODE:

m.addConstr(sum(y_light[’roastery1’,c] for c in cafes)

<= sum(y_light[’roastery2’,c] for c in cafes) - 1, "_")

TYPE: light-quantities-roasteries

QUESTION:

What will happen if supplier 1 ships more to roastery 1 than roastery 2?

CONSTRAINT CODE:

m.addConstr(x[’supplier1’,’roastery1’] >= x[’supplier1’,’roastery2’] + 1, "_")

TYPE: shipping-quantities-roasteries

QUESTION:

What will happen if supplier 1 ships to roastery 1 at least as much as to roastery 2?

CONSTRAINT CODE:

m.addConstr(x[’supplier1’,’roastery1’] >= x[’supplier1’,’roastery2’], "_")

TYPE: shipping-quantities-roasteries

QUESTION:

Why not only use a single supplier for roastery 2?

CONSTRAINT CODE:

z = m.addVars(suppliers, vtype=GRB.BINARY, name="z")

m.addConstr(sum(z[s] for s in suppliers) <= 1, "_")

for s in suppliers:
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m.addConstr(x[s,’roastery2’] <= capacity_in_supplier[s] * z[s], "_")

TYPE: single-supplier-roastery
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Figure 10: Out-of-distribution evaluation for GPT-4. We compare the different training example
selection methods here.
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Figure 11: OptiGuide for Azure IFS. Intermediate results from agents are shown in the screen-
shot.
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